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Introduction

Police crash report narratives contain detailed, free text, descriptions of driver behavior
and the events leading to a collision. Officers compiling these narratives from driver,
passenger, and witness testimony, may describe similar actions with different words, levels
of detail, and sentence structures. This report addresses the technical problem of
converting varied narrative language into consistent aggressive-driving and racing
categories [1-4].

Natural language processing (NLP) is the field of using computers to process and analyze
human language. Traditional NLP text-classification methods commonly identify statistical
associations between words or short phrases and pre-specified labels [1,5]. These
methods demonstrate limited accuracy when the same behavior is expressed in many
different ways or when a word or phrase has different meanings depending on context. For
example, while speeding is often a component of aggressive driving, speeding alone does
not meet most definitions of aggressive driving. Whether speeding contributes to a sense
of aggressiveness may also depend on whether the behavior occurred before or after a
collision, resulted solely from impairment, or occurred only during a police pursuit. These
distinctions challenge traditional NLP text-classification methods and require considering
the surrounding narrative to correctly classify the event.

Large language models (LLMs) are a newer NLP approach built on the Transformer
architecture and trained on extensive text collections [6]. Unlike traditional NLP text-
classification methods that rely heavily on recurring words and phrases, LLMs can interpret
words in the context of a complete passage. They can therefore follow written definitions
and apply them to narrative text, allowing them to better handle cases in which accurate
classification depends on the timing, cause, and surrounding circumstances of a behavior
[3,4,7].

This project used Qwen2.5-72B-Instruct [8-10], an instruction-tuned LLM with
approximately 72 billion parameters. We used it through a question-answering approach:
the model received written definitions of aggressive driving and racing, explicit exclusion
rules, and a police crash narrative, and then answered whether the report described
aggressive driving, racing, or neither behavior. The response also identified the involved
driver or unit and provided a short explanation.

Aggressive driving is an important contributor to motor vehicle collisions, injuries, and
deaths. Recent research using connected-vehicle data from 2019 through 2022 identified
increases in measures of driving volatility—including rapid acceleration, deceleration, and
changes in speed—during the post-lockdown period, suggesting that more aggressive



driving patterns did not immediately return to their pre-pandemic levels [11]. The project
aims were to 1) develop an effective large language model approach to identify aggressive
driving and racing; 2) apply this approach to identify aggressive driving and racing in
Washington State (WA) police crash narratives from 2012-2023; 3) examine whether
COVID-19 impacted the prevalence of aggressive driving behaviors as measured by
aggressive driving-related collisions in WA.

Methods
1. NLP development
1.1 Corpus

We used narratives and structured data from Washington State Department of
Transportation crash records from 2012-2023 (n = 1,186,511). The narratives, compiled by
the officer responding to the crash from interviews with witnesses, including crash
participants and bystanders, describe the circumstances of each collision. Each crash
record also includes structured data, including contributing-circumstance fields (e.g.,
distracted driver, failure to signal, etc.). In Washington, aggressive/reckless driving and
racing were added as contributing-circumstance categories in 2020. However, the use of
this code did not guarantee that the narrative referred to aggressive driving or racing.
Accordingly, we used these indicators to select a sample of post-2020 narratives for
annotation that were enriched with more aggressive driving and racing, as detailed below,
but we did not use contributing-circumstance codes as the reference labels for model
evaluation.

1.2 Human-Annotated Dataset

To develop the prompt for the large language model and validate the classification
approach, we sampled 1,000 narratives and annotated them by hand as detailed below.
We used a stratified sampling design to efficiently develop an annotated corpus that over-
represented aggressive driving and racing, which are rare in crashes overall. Specifically,
we selected four groups: 250 narratives from collision records from 2012-2019; 250
narratives from 2020-2023 with aggressive/reckless driving recorded as a contributing
circumstance; 250 narratives from 2020-2023 with racing recorded as a contributing
circumstance; and 250 narratives from 2020-2023 with neither aggressive/reckless driving
nor racing recorded as a contributing circumstance. No additional inclusion or exclusion
criteria were applied after sampling.

Two annotators independently reviewed each of the 1,000 sampled narratives and
assigned it to one of three mutually exclusive categories: aggressive driving, racing only, or
no evidence of aggressive driving or racing. A third reviewer resolved disagreements to



produce the final reference label. Annotators were blinded to the police contributing-
circumstance indicators, which were used only to define the sampling strata and ensure
adequate representation of the less common categories. That is, a narrative for which
aggressive driving or racing was marked as a contributing circumstance did not necessarily
receive the corresponding label.

Aggressive driving was defined as intentional, hostile, or highly risky driving before the
collision. Qualifying behaviors included extreme or reckless speed, weaving through traffic,
cutting off other vehicles, repeated unsafe lane changes, aggressive passing, road-rage
behavior, deliberate intimidation, and repeated traffic violations forming a pattern of risky
driving [12]. Racing was assigned when a police finding or witness statement supported
participation in racing, street racing, or a speed contest. Ordinary speeding or an isolated
violation, maneuver, or loss of control did not independently qualify as aggressive driving.
Behavior attributable solely to alcohol or drug impairment, behavior occurring only during a
police pursuit, and behavior occurring only after the collision were not considered eligible
evidence of aggressiveness or racing behavior. Aggressive driving or racing documented
before a police pursuit remained eligible. Narratives without sufficient evidence of either
behavior were classified as showing no evidence of aggressive driving or racing.

1.3 Local Computing Infrastructure and Model Deployment

While crash report narratives typically contain no identifying information (e.g., referring to
“Driver 1” and “Driver 2” rather than using names), they are free text and no formal review
has ensured there are no identifiers. Accordingly, data users of crash report narratives
must treat them with the caution commensurate of other confidential data, precluding
passing them to third party web services or allowing models to train on them.

Therefore, we leveraged local computing infrastructure to operate Qwen in a protected
“sandbox”. Specifically, Qwen2.5-72B-Instruct was hosted within the University of
Washington's on-campus Research IT infrastructure. The model was deployed as a
containerized service in a secure on-campus data center, allowing us to operate it within a
controlled environment. The model was hosted on a server equipped with four NVIDIA L40S
GPUs, each with 48 GB of video memory [13]. This configuration supported the 72-billion-
parameter model.

The deployment used vLLM to load the model, manage GPU resources, and provide an
application programming interface (API) [14]. LiteLLM served as an API gateway between
the hosted models and the study team [15]. Through LiteLLM, the study team accessed the
model using an assigned API key and a single HTTPS endpoint.

1.4 ldentify Aggressive Driving with an LLM-based Approach



We used Qwen2.5-72B-Instruct, an instruction-tuned, decoder-only Transformer language
model developed by Alibaba’s Qwen team, with approximately 72.7 billion parameters [8-
10]. The Qwen2.5 family was pretrained on a dataset of up to 18 trillion tokens. Its training
data combined general-purpose and domain-specific content, with increased emphasis on
factual knowledge, mathematics, programming, and other specialized subjects [9,10].

We framed our aggressive driving classification task as question answering. For each
report, we passed Qwen2.5-72B-Instruct the classification instructions and one crash
narrative. It evaluated whether the narrative met the supplied definition of aggressive
driving, met the definition of racing, or showed no evidence of either behavior.

1.5 Prompt Design

The prompt translated the human annotation rules into written instructions for the model.
It defined three mutually exclusive outputs: 0 for no evidence of aggressive driving or
racing, 1 for aggressive driving, and 2 for racing only. It described qualifying behaviors such
as extreme speed, weaving through traffic, repeated unsafe lane changes, hostile conduct,
and participation in a speed contest. The prompt also stated the exclusions, including
ordinary speeding or an isolated violation, impairment-related behavior, behavior occurring
only during a police pursuit, and behavior occurring only after the collision.

The prompt instructed the model to identify the driver or unit involved and to support the
classification with one short sentence based on the narrative. The complete promptis
reproduced in Appendix A.

1.6 Output Processing

For each narrative, the model returned a structured JSON response containing a
classification (aggressive driving, racing, or neither), the involved driver or unit, and a brief
justification. This process allowed us to add a structured field to each crash report with a
narrative that could be summarized across the full crash report dataset. For the model
development step, the driver field and short justification were retained to make individual
classifications easier to review.

1.7 Model Validation

The 1,000 human-annotated narratives were randomly divided into a 500-report
development set and a 500-report held-out test set. The development set was used to
develop and refine the prompt for the large language model. Qwen2.5-72B-Instruct was
then applied to the held-out narratives across five independent runs, and its classifications
were compared with the final human-assigned labels. Repeated runs were used to account
for the nondeterministic nature of large language model inference.



The model's classifications are described using sensitivity and specificity. For each
category, that category was treated as the positive class, and the other two categories were
combined as the negative class. The overall measure was then calculated by averaging the
three category-specific values. Results are reported as the mean and standard deviation
across the five runs. These results were used to confirm that Qwen2.5-72B-Instruct was
suitable for application to the complete narrative dataset. Data processing and validation
were conducted in Python 3.12 [16] using pandas [17] and scikit-learn [18]. The study was
approved by the University of Washington Institutional Review Board.

2. Full-Cohort Application

After validation, Qwen2.5-72B-Instruct was applied to all 1,186,676 available crash-report
narratives from 2012-2023. We calculated the total number and percentage classified as
aggressive driving, racing, or no evidence of either behavior.

Full-Cohort Validation Review

A stratified sample of 360 reports was selected from the 2012-2023 full-cohort predictions
for manual validation. Sampling was stratified by classification category and calendar year
to include reports from throughout the application dataset. For each of the 12 years, we
selected 10 reports classified as aggressive driving, 10 classified as racing, and 10
classified as showing no evidence of either behavior, yielding 30 reports per year and 360
reports in total. The reports were reviewed by two reviewers. A third reviewer resolved
disagreements to produce the final reference label. Reviewers were provided with the LLM
classification and examined the narrative to determine whether to retain or revise the
assigned category.

3. Interrupted Time Series (ITS) Analyses

We conducted an ITS analysis using segmented regression to assess changes in collisions
involving aggressive driving behaviors associated with COVID-19. The interruption time
period was defined as the start of the COVID-19 epidemic, using the statewide COVID-19
shutdown from the end of March through June 2020 as the indicator [19]. For each calendar
quarter from 2010 through 2023, we calculated the proportion of collisions involving
aggressive driving and racing. The second quarter of 2020 was excluded because it
corresponded to the shutdown period, during which travel patterns and traffic-
enforcement activities were substantially disrupted.

The segmented regression model included terms for time, the post-shutdown period
(beginning of the COVID-19 pandemic), and time after the shutdown (COVID-19 pandemic
period). The time term estimated the underlying pre-COVID trend. The post-shutdown
indicator estimated the immediate level change in the third quarter of 2020- the beginning



of the COVID pandemic- relative to the level expected from the pre-pandemic trend. The
post-shutdown time term estimated the change in trend after the pandemic began
compared with the pre-COVID trend.

We used Durbin-Watson tests to detect autocorrelation. When autocorrelation was
present, autoregressive errors were incorporated into the segmented regression model.
The order of the autoregressive error structure was selected using the “forecast” package
in R with non-stepwise model selection. Statistical tests were two-sided, and statistical
significance was evaluated at a = 0.05.

Results
1. NLP
1.1 Annotated Sample Distribution

The annotated sample included 727 narratives with no evidence of aggressive driving or
racing, 145 aggressive-driving narratives, and 128 racing narratives. The distribution
differed between the 2012-2019 and 2020-2023 sampling periods because the post-2020
sampling design enriched reports with police-coded aggressive/reckless-driving and racing
circumstances.

Table 1. Distribution of Human-Annotated Narratives by Sampling Period

Sampling No evidence of aggressive Aggressive .

. L i . Racing Total
period driving or racing driving
2012-2019 244 6 0 250
2020-2023 483 139 128 750
Total 727 145 128 1,000

1.2 Qwen2.5-72B-Instruct Performance

On the 500-report held-out test set, Qwen2.5-72B-Instruct produced consistent results
across five independent runs. Because the held-out test sample was enriched for
aggressive-driving and racing reports, only sensitivity and specificity were reported when
interpreting model performance. The overall results are shown in Table 2.

Table 2. Overall Performance of Qwen2.5-72B-Instruct

Model Sensitivity Specificity

Qwen2.5-72B-Instruct (mean + SD)* 0.941 £0.002 0.979+£0.001




*: unweighted overall mean + standard deviation across five runs

1.3 Per-Category Performance

Table 3 presents sensitivity and specificity separately for reports with no evidence of either
behavior, aggressive driving, and racing. Qwen2.5-72B-Instruct maintained high sensitivity
for aggressive driving while maintaining high specificity across all three categories.

Table 3. Per-Category Performance of Qwen2.5-72B-Instruct

Category Sensitivity Specificity

No evidence of aggressive driving or racing (mean * SD)* 0.972+0.001 0.977+0.003

Aggressive driving (mean = SD)* 0.941+£0.006 0.962+0.001

Racing (mean = SD)* 0.910+0.000 0.998 +=0.000

*: mean = standard deviation across five runs

2. Full-Cohort Application

Annual collision counts ranged from approximately 103,000 to 128,000 between 2012 and
2023. The percentage of collisions with an available narrative increased substantially over
the study period, from 56.5 percentin 2012 to 96.9 percent in 2023. Among collisions with
available narratives, about 96 percent- 97 percent had no documented evidence of
aggressive driving or racing. The proportion with evidence of aggressive driving remained
near 3 percent through 2019 and increased from 3.9 percent in 2020 to 4.1percentin 2022
and 2023, while racing was identified in no more than 0.1% of collisions in any year (Table
4).

Table 4. Annual Model-Predicted Categories as a Percentage of Total Police-Reported
Collisions, 2012-2023

Among available narratives

Total Narratives
ota i
Year collisions available, No evidence of Aggressive
ISl aggressive Racin
n(%)  Aaseressi driving g
driving or racing
58,687

2012 103,883
(56.5%) 56,839 (97%) 1,793 (3.1%) 45 (<0.1%)



74,121
2013 104,067

(71.2%) 71,684 (97%)  2,361(3.2%) 60 (<0.1%)
85,719

2014 112,658
(76.1%) 83,130 (97%)  2,521(2.9%)  54(<0.1%)
105,273

2015 123,242
(85.4%) 101,868 (97%) 3,303 (3.1%) 78 (<0.1%)
116,143

2016 128,070
(90.7%) 112,266 (97%) 3,763 (3.2%) 85 (<0.1%)

117,515

2017 127,139
(92.4%) 113,696 (97%) 3,717 (3.2%) 79 (<0.1%)

114,367

2018 122,002
(93.7%) 110,528 (97%)  3,742(3.3%) 71 (<0.1%)

110,998

2019 117,554
(94.4%) 107,104 (97%) 3,806 (3.4%) 64 (<0.1%)

87,597

2020 90,780
(96.5%) 84,052 (96%) 3,430 (3.9%) 90 (0.1%)

104,923

2021 108,538
(96.7%) 100,600 (96%) 4,201 (4.0%) 100 (<0.1%)

104,719

2022 108,452
(96.6%) 100,272 (96%) 4,320 (4.1%) 91 (<0.1%)

106,449

2023 109,877
(96.9%) 101,978 (96%) 4,353 (4.1%) 90 (<0.1%)

Full-Cohort Validation Review

Using the manually reviewed categories as the reference, Qwen2.5-72B-Instruct achieved
an overall positive predictive value (PPV) of 0.914 and negative predictive value (NPV) of
0.957 in the 360-report full-cohort validation sample. Because reports were sampled by
LLM-predicted category, category-specific PPV was the primary measure used to assess
whether the predicted classifications were confirmed during manual review. Category-
specific results are shown in Table 5. Performance was strongest for racing and reports
classified as showing no evidence of either behavior; aggressive-driving classifications had
a lower PPV.



Table 5. Performance of Qwen2.5-72B-Instruct in the 360-Report Full-Cohort Validation
Sample*

Category PPV NPV
No evidence of aggressive driving or racing 1.000 0.871
Aggressive driving 0.742 1.000
Racing 1.000 1.000

*: These metrics describe performance within the stratified validation sample and
should not be interpreted as population-level estimates. Category-specific PPV was
the primary measure for evaluating confirmation of the LLM-predicted categories.

3. Interrupted Time Series (ITS) Analyses on the impact of COVID-19 on collisions involving
aggressive driving behaviors

ITS analysis found no significant pre-COVID trend in the proportion of collisions involving
aggressive driving (p = 0.10) or racing alone (p = 0.14), indicating stable proportions before
COVID-19. Immediately following the COVID-19 shutdown (COVID-19 pandemic began),
both of them showed a statistically significant increase in level: collisions involving
aggressive driving rose by 0.59 percent (95% CI: 0.12-1.06, p <0.05), and racing rose by
0.040 percent (95% CI: 0.017-0.064, p<0.05) — a proportionally large jump relative to its
low baseline prevalence (0.079 percent in 2012). None of them showed a statistically
significant change in trend post-COVID (p > 0.05).

Table 6. Interrupted time series regression estimates (95% ClI) for the effect of COVID-19 on
quarterly proportions of collisions involving aggressive driving or racing, 2010-2023

Immediate post- Change in slope after
Type Pre-COVID slope
COVID level change  COVID
0.0001 0.0059 0.0000
Aggressive (-0.0000 to 0.0002) (0.0012t0 0.0106)* (-0.0005 to 0.0005)
-0.0000 0.0004 -0.0000
Racing (-0.0000 to 0.0000) (0.0002 to 0.0006)* (-0.0000 to 0.0000)
*: p<0.05

Figure 1. Interrupted Time Series for the effect of COVID-19 on quarterly proportions of
collisions involving aggressive driving and racing, WA, 2010-2023
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Discussions

This study demonstrates the potential of an LLM to convert unstructured crash narratives
into consistent behavioral classifications. The model could apply detailed definitions and
exclusion criteria to varied narrative language. Its performance in the held-out test set and
full-cohort validation review supported its application to the complete narrative dataset.
Local deployment also allowed the narratives to remain within UW’s controlled computing
environment.

The 72-billion-parameter model already provided adequate performance for this task and
could be operated with the project's available local computing resources.

Local deployment was an important feature of this approach. Police crash narratives may
contain sensitive information that should be handled within an appropriately controlled
computing environment. Hosting Qwen2.5-72B-Instruct within UW Research IT
infrastructure avoided transmitting the narratives to external commercial LLM services and
allowed the project to retain institutional control over data access and model inference
[4,20].

The full-cohort classifications indicate that aggressive driving was present in a small but
meaningful portion of the reviewed narratives, while racing was uncommon. Among



collisions with available narratives, the proportion of aggressive driving was higher in later
years.

The ITS results found stable proportions of collisions involving aggressive driving or racing
behaviors before COVID-19 in WA, followed by an abrupt and statistically significant
increase immediately after the COVID-19 pandemic began and stayed stable through the
end of 2023. These findings suggest a sudden level shift without trend change, which is
consistent with other studies documenting a pandemic-era surge in speeding and
aggressive driving nationally, attributed to reduced traffic congestion, emptier roadways,
and diminished perceived risk of enforcement during the early pandemic period [19, 21,
22]. However, an important measurement consideration limits a purely behavioral
interpretation of this finding: beginning in 2020, aggressive driving and racing were newly
added as contributing circumstance indicators in PTCR, coinciding almost exactly with the
interruption period examined in this analysis. This concurrent change in data collection
practice means that at least part of the observed increase may reflect a better
documentation of these behaviors in the narratives by reporting officers, rather than a true
increase in the underlying frequency of these behaviors among collision-involved drivers.

Several limitations should be considered. Model evaluation was based on a 500-report
held-out test set and estimates for the less common categories have limited precision. The
classifier can identify only whether aggressive driving or racing was documented in a
narrative; it cannot establish that undocumented behavior occurred or determine whether
the behavior caused or contributed to the collision. Narrative availability varied by year,
particularly early in the study period, and may affect comparisons over time. The approach
has not yet been externally validated with police narratives from other jurisdictions.

Future work could test stronger commercial models, including Claude and ChatGPT, to
determine whether they improve classification of difficult or ambiguous narratives. Such
use would require appropriate review of cost, privacy, and data-governance requirements.

Conclusions

Qwen2.5-72B-Instruct provided a scalable approach for identifying aggressive driving and
racing in Washington State police crash narratives. Applying the model to the 2012-2023
cohortindicated an immediate increase in collisions involving aggressive driving and racing
after the COVID-19 pandemic began, although concurrent changes in police reporting
practices limit a purely behavioral interpretation. This approach may support future
transportation-safety surveillance using unstructured crash narratives.
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Appendices
Appendix A. Classification Prompt
Task:

Determine whether the narrative describes aggressive driving or racing, and identify which
involved driver/unit engaged in that behavior.

All narratives are from police collision investigation reports and contain information
reported by officers, drivers, passengers, witnesses, victims, or bystanders.

Terminology:

-Unit 1, Unit 2, U1, U2 = vehicle, driver, or other involved party
-V1,V2 =vehicle

- Veh = vehicle

- D1, D2, Party 1, Party 2 = driver

Important:

- Evaluate only behavior that occurred BEFORE the collision if there was no subsequent
collision.

- Ignore behavior that occurred solely AFTER the collision if there was no subsequent
collision.

- If a driver flees the scene and subsequently causes another collision, evaluate the
aggressive driving behavior (e.g., excessive speed, weaving, dangerous lane changes) that
occurred before the first collision and in the segment between the first collision and the
subsequent collision.

- If aggressive driving occurred only after the collision (e.g., fleeing the scene, chasing
another vehicle after a collision, chasing another vehicle involved in a hit and run), classify
as non-aggressive driving (0).



- If aggressive driving caused by alcohol or drug impairment or alcohol or drug intoxication,
classify as non-aggressive driving (0), no matter the narrative describes aggressive or racing
behavior.

- If aggressive driving occurred only during police pursuit (e.g., attempt to elude police),
classify as non-aggressive driving (0).

- If aggressive driving occurred before the police pursuit (e.g., police conducting a traffic
stop because the vehicle was being driven in a reckless manner), evaluate the aggressive
driving that occurred before the traffic stop.

- If the narrative does not clearly describe aggressive driving or racing behavior, classify as
non-aggressive driving (0).

- If the narrative is missing, blank, or too vague/uninformative to assess, classify as non-
aggressive driving (0) with justification "insufficient information."

Label Definitions:

0 = Non-Aggressive Driving

1 = Aggressive Driving

2 =Racing

Classify as Racing (2) when the narrative describes racing behaviors (e.g., racing, street
racing, speeding contest).

LABEL 1: AGGRESSIVE DRIVING



Classify as Aggressive Driving (1) when the narrative describes intentional, hostile, or highly
risky driving behavior before the collision, including:

- Reckless speed

- Extreme speeding

- Excessive speed demonstrating disregard for safety

- Weaving through traffic

- Cutting off other vehicles

- Repeated unsafe lane changes

- Crossing multiple lanes at high speed

- Aggressive passing

- Road rage behavior, road rage gestures, hostile conduct

- Deliberate attempts to intimidate another driver, such as tailgating, blocking another
vehicle from passing, challenging other vehicles, intentionally preventing another vehicle
from merging, brake checking another vehicle, making obscene hand gestures, yelling or
swearing at other drivers

- Repeated traffic violations occurring as part of a pattern of risky driving

- Driving behavior described as reckless, aggressive, or dangerous by officers or witnesses

Examples:

- Traveling 110 mph in a 60 mph zone.

- Weaving through multiple lanes of traffic at high speed.

- Aggressively pursuing another vehicle before the collision.

- Making repeated dangerous lane changes at excessive speed.



Do NOT classify as aggressive driving if the aggressive behavior occurred only after the
collision and did not contribute to any subsequent collision.

Examples:
- Fleeing the scene after a collision without causing another collision.

- Aggressively chasing the vehicle involved in a hit and run, without causing another
collision.

Do NOT classify as aggressive driving when the narrative only describes:

- Ordinary speeding or high speed alone, without evidence of additional aggressive driving
behaviors.

- Improper lane use only

- Improper passing only

- Running a stop sign only

- Running a red light only

- Following too closely only

- Changing lanes only

- Changing lanes to avoid a collision
- Swerving to avoid a collision

- Failure to yield only

- Failure to stop only

- Loss of control only



- Loss of control caused by speed only
- Hit-and-run only

- Fleeing the scene only, with no additional aggressive driving behavior in the relevant
segment

- Aggressive or unsafe driving that appears to be solely the result of drug or alcohol
impairment or intoxication rather than intentional aggressive behavior or racing behavior

- Aggressive behavior occurring only after being pursued, blocked or stopped by police

- Vehicle stunts only (e.g., donuts, burnouts, drifting, circles) without additional aggressive
driving behavior

- Narratives lacking sufficient information to identify aggressive driving or racing

Driver Attribution:

Identify which involved party engaged in the aggressive driving or racing behavior.

For each driver/unit mentioned in the narrative:

- Determine whether that driver/unit engaged in aggressive driving or racing based on the
definitions above.

- Base the determination only on behavior that occurred before the relevant collision (or
relevant segment, per the multi-collision rule above), following all exclusion rules.

- Do not assume fault equals aggressive driving.
- Do not infer aggressive driving unless clearly supported by the narrative.

- Multiple drivers may qualify if the narrative clearly describes aggressive behavior by more
than one driver.

- If the narrative does not use a unit/driver label (Unit 1, Veh 1, V1, D1, U1, Vehicle 1, Driver
1, Party 1, etc.) and instead identifies the party only by vehicle description (e.g., make,
model, color, such as "the red Ford F-150" or "a black Honda Civic"), output that vehicle
description (make/model/color, as given) in place of a unit label in the aggressive_drivers
field.



Output format:

Return only valid JSON with this exact structure:

{"prediction": 0, "aggressive_drivers": "None", "justification": "One short sentence
explaining the decision."}

The prediction must be 0, 1, or 2.

The aggressive_drivers field must list the driver(s)/unit(s) whose behavior meets the criteria
- using whatever identifier the narrative provides (e.g., "Unit 1" "Unit 1, Unit 2", "Driver 1",
"Party 2", a vehicle description such as "red Ford F-150", or "None").

The justification should briefly explain the decision using only evidence from the narrative.

Examples:

{"prediction": 1, "aggressive_drivers": "Unit 1", "justification": "Unit 1 was weaving through
traffic and making repeated unsafe lane changes at high speed."}

{"prediction": 2, "aggressive_drivers": "Unit 1, Unit 2", "justification": "Both vehicles were
participating in a street race."}

{"prediction": 0, "aggressive_drivers": "None", "justification": "The narrative only describes
speeding and loss of control."}

{"prediction": 2, "aggressive_drivers": "Unit 1", "justification": "Unit 1 was street racing
another vehicle."}

{"prediction": 0, "aggressive_drivers": "None", "justification": "Unit 1 fled the scene after the
collision but did not cause a subsequent collision or show additional aggressive behavior."}

{"prediction": 1, "aggressive_drivers": "blue Toyota Camry", "justification": "The narrative
identifies the aggressive driver only by vehicle description, describing the blue Toyota
Camry as weaving through traffic at high speed."}

Narrative:

{crash_narrative}
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